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Abstract—The generic matrix multiply (GEMM) routine com-
prises the compute and memory-intensive part of many informa-
tion retrieval, relevance ranking and object recognition systems.
Because of the prevalence of GEMM in these applications, ensur-
ing its robustness to transient hardware faults is of paramount
importance for highly-efficient/highly-reliable systems. This is
currently accomplished via error control coding (ECC) or via
dual modular redundancy (DMR) approaches that produce a
separate set of “parity” results to allow for fault detection in
GEMM.

We introduce a third family of methods for fault detection
in integer matrix products based on the concept of numerical
packing. The key difference of the new approach against ECC
and DMR approaches is the production of redundant results
within the numerical representation of the inputs rather than
as a separate set of parity results. In this way, high reliability is
ensured within integer matrix products while allowing for: (i) in-
place storage; (ii) usage of any off-the-shelf 64-bit floating-point
GEMM routine; (iii) computational overhead that is independent
of the GEMM inner dimension. The only detriment against a
conventional (i.e. fault-intolerant) integer matrix multiplication
based on 32-bit floating-point GEMM is the sacrifice of approx-
imately 30.6% of the bitwidth of the numerical representation.
However, unlike ECC methods that can reliably detect only up
to a few faults per GEMM computation (typically two), the
proposed method attains more than “12 nines” reliability, i.e. it
will only fail to detect 1 fault out of more than 1 trillion arbitrary
faults in the GEMM operations. As such, it achieves reliability
that approaches that of DMR, at a very small fraction of its
cost. Specifically, a single-threaded software realization of our
proposal on an Intel i7-3632QM 2.2GHz processor (Ivy Bridge
architecture with AVX support) incurs, on average, only 19%
increase of execution time against an optimized, fault-intolerant,
32-bit GEMM routine over a range of matrix sizes and it incurs
80% less overhead than a DMR-based GEMM.

Index Terms—integer matrix multiplication, sum-of-products,
fault tolerance, soft errors, numerical packing

I. INTRODUCTION

THE INCREASE of integration density in future CMOS
technologies is expected to require increased levels of

resilience to transient computation, memory or logic faults
caused by process variations and other soft errors (e.g. caused
by particle strikes and circuit overclocking or undervolting)
[1]. This is becoming a challenge of increasing importance
for prevalent multimedia applications in mobile, desktop and
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high-performance systems, such as: webpage or multimedia
retrieval [2], relevance ranking (e.g. identifying webpage sig-
nificance via Google’s PageRank algorithm [3]), object or
face recognition in video for machine learning and security
applications [4], etc. The algorithmic part within all these
systems is based on [5]: power iterations, backpropagation
training, transform decompositions, covariance matrix calcu-
lations, block Lanczos iterations, and iterative methods in
Krylov subspaces to solve ∥Ax − b∥ problems by tridiago-
nalizing or bidiagonalizing AQk with Qk a matrix with k
orthonormal vectors. Within all these algorithms, the compute-
and memory-intensive parts comprise matrix multiplications,
which are typically performed with an integer generic ma-
trix multiply, or the single- or double-precision floating-point
generic matrix multiply (sGEMM or dGEMM) routines of a
mathematics kernel library (MKL) [6], [7]. Thus, it can be
said that, for applications aiming for robustness to arbitrary
transient errors in hardware, ensuring highly fault-tolerant
matrix products with minimal overhead against their fault-
intolerant equivalents is of paramount importance. This paper
addresses this problem by focusing on integer matrix products
performed via high-performance GEMM routines.

A. Summary of Prior Work

Existing techniques that can ensure reliability to computa-
tional or memory faults comprise two categories: (i) software
or hardware (circuit-level) error correcting codes (ECC) (i.e.
methods using periodic checkpointing and ECC specifically
tailored to the algorithm under consideration) that can detect
(and possibly correct) up to a limited number of errors [8], [9];
(ii) systems with dual modular redundancy (DMR) where all
non-coinciding faults can be detected but the same operation
must be performed in two separate processors (or threads) that
cross-validate their results [10].

It is well known that ECC and DMR solutions can lead to
substantial processing overhead in hardware/software systems
and may incur increased energy consumption. For example,
ECC memory with the 4EC5ED design (up to 4 errors
corrected and 5 errors detected) requires more than 14 cycles
and 50K gates for reliable detection of up to 5 errors per 64-
byte cache memory line [11]. Such penalties have proven to
be sufficiently high that high performance computing users
opt to disable the ECC functionality. In the more specific
context of matrix product computations, ECC approaches can
only detect a limited number of errors (typically up to two)
for an entire GEMM computation by inserting the equivalent
number of redundant rows, columns and checkpoints in the
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inputs and output. For example, in the fault-tolerant GEMM
proposed by Bosilca et al [8], checkpointing the system state to
detect a single fault per process and rolling back to a previous
state when faults are detected leads to more than 150% time
overhead for an implementation using 25 processes. Similarly,
Chen and Dongarra [9] report that, for detecting a single fault
per subblock of a large matrix operation, 4% ∼ 9% execution
time overhead is incurred in a ScaLAPACK implementation
over a distributed computing system. In conjunction with
recent studies on soft errors in processors that indicate that
such faults tend to happen in bursts [1], [12], this shows
that ECC techniques may ultimately not be the best way to
detect arbitrary error patterns (or “faults”) occurring in 32-bit
or 64-bit data representations in memory, arithmetic or logic
units of the utilized hardware. On the other hand, while DMR
approaches can indeed detect such arbitrary error patterns with
very high probability, it is well known that they incur a two-
fold increase in execution time (or energy consumption) as
well as substantial data transfers and latencies to cross-check
results [10].

B. Contribution

The proposed method detects faults in the integer matrix
products by creating redundant results within the numerical
representation of the output results. This is achieved by
packing pairs of inputs within one floating-point number and
performing two complementary quarter-size GEMM calls1.
Beyond the desired outputs, these products spontaneously
create numerically-entangled pairs of outputs within the nu-
merical representation of the results. All outputs are then
extracted and cross-validated with the numerically-entangled
outputs to detect arbitrary faults with very high probability.

We demonstrate that the reliability of the proposed method
approaches that of DMR at a very small fraction of its
cost. Specifically, our analytic calculation of the required
number of multiply/accumulate (MAC) operations as well as
the experimental results on an Intel Ivy Bridge architecture
demonstrate that the execution time overhead of the proposed
method against high-performance, fault-intolerant, floating-
point GEMM is in the order of 2% and 19% (respectively). At
the same time, our approach incurs 80% less overhead than
DMR-based GEMM. This indicates that our proposal paves
the way for a new category of fault detection methods for
integer matrix products that are fast and highly reliable.

C. Notations

Boldface uppercase and lowercase letters indicate matrices
and vectors, respectively. The corresponding italicized lower-
case indicate their individual elements, e.g. A and am,n. All
indices are integers. Operators: ⌈a⌋ rounds a to the nearest
integer and ⌊a⌋ is the largest integer that is smaller or equal to

1Even though the usage of floating-point routines for integer matrix
products may seem counter-intuitive, it is in fact commonplace today since
all processors and GPUs that have native support for floating point [13].
This fact, in conjunction with the fact that floating-point representations do
not suffer from the overflow problems of integer representations, has led to
all MKLs today offering support only for 32/64-bit floating-point GEMM
(sGEMM/dGEMM) rather than 32/64-bit integer GEMM [6], [7].

a (floor operation). Finally, x̂ and x̃ indicate the packed and
extracted value of x, respectively.

D. Paper Organization

In Section II, we summarize the operation of high-
performance GEMM routines with ECC and highlight their
differences with the proposed approach. In Section III we
describe the proposed approach starting from the previously-
proposed concept of numerical packing, while Section IV
provides performance results and Section V concludes the
paper.

II. HIGH-PERFORMANCE GEMM AND ECC/MR METHODS
VERSUS FAULT-TOLERANT NUMERICAL PACKING

Consider the GEMM design depicted in Figure 1(a), fol-
lowing the general flow found in optimized MKL designs [7].
The application calls GEMM for an M ×K by K ×N matrix
multiplication which is further subdivided into L × L “inner-
kernel” matrix products. For our approach, L is specified by
(k ∈ N⋆):

L = 2k ×
SIMDbits

brepr
(1)

with: SIMDbits the number of bits of each SIMD register
(SIMDbits = 256 in this work); brepr ∈ {32,64} the number of
bits for floating-point representations. The inner-kernel result
R2,1 of the example shown in Figure 1(a) comprises the sum
of multiple subblock multiplications A2,lBl,1:

R2,1 =

K
L −1

∑
l=0

A2,lBl,1. (2)

If the matrices’ dimensions are not multiples of L, some
“cleanup” code [7] is applied at the borders to complete
the inner-kernel results of the overall matrix multiplication.
This separation into top-level processing and subblock-level
processing is done for efficient cache utilization. Specifically,
during the initial data access of GEMM for top-level pro-
cessing, data in matrix A and B is reordered into block
major format: for each L×L pair of subblocks Ai,l and Bl,j

multiplied to produce inner-kernel result Ri,j , 0 ≤ l < K
L

,
0 ≤ i < M

L
, 0 ≤ j < N

L
, the input data within Ai,l and Bl,j is

reordered in rowwise and columnwise raster manner, respec-
tively. Thus, sequential data accesses are performed during the
each subblock matrix multiplication and this enables the use of
SIMD instructions, thereby leading to significant acceleration.

Modern ECC methods specifically tailored for GEMM com-
putations [8], [9] append the input matrices with (redundant)
parity matrices, denoted by Ac, Br in Figure 1(b) and high-
lighted in color. The ith row of parity matrix Ac is the sum of
the columns of the ith row-of-subblocks of A. The jth column
of parity matrix Bf is the sum of the rows of the jth column-
of-subblocks of B. The dimensions of the redundant rows and
columns are defined as: Mf =

M
L

, Nf =
N
L

. It is straightforward
to show that, under the described configuration of Figure 1(b),
the result of the parity-appended matrix product, Rf = AfBf,
can be checked [9] for the detection of any two errors within
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Figure 1. Top-level processing of GEMM highlighting the input subblocks involved in the example subblock result R2,1. (a) Conventional (fault-intolerant)
GEMM; (b) ECC-based fault-tolerant GEMM using redundant “parity” matrices highlighted in color.

each subblock multiplication Ai,lBl,j (single error correction
double error detection – SECDED). Due to the fact that
the parity inputs are the rowwise or columnwise summation
of inputs within subblocks, they will require 2 ∼ 8 bits of
additional dynamic range (depending on the dimensions of
the row or column of the subblock being summed). This
requirement for additional dynamic range is decreased when
increasing the parity matrices dimensions, (Mf,Nf), which
also allows for detection of more than two errors within each
subblock multiplication. Eventually, the marginal case occurs
when we use: Mf,MR = M

2
, Nf,MR = N

2
, which approaches the

redundancy of the DMR case, where any two errors within a
2 × 2 block of output (or parity) results are detectable.

From this description it is evident that the top-level process-
ing simply administers the computation (and, optionally, fault
detection) at the subblock level and the core operations are
performed within each subblock independently before being
aggregated to produce the final results. In conjunction with
the fact that the proposed approach does not alter the top-level
processing of standard GEMM, in the remainder of the paper
we only refer to a single subblock computation and present
our approach for fault detection. For notational simplicity, we
remove the indices from subblock product Ai,lBl,j . Moreover,
despite the block-major format reordering, we retain the 2D
indexing in the equations to facilitate intuitive understanding
of the proposed method.

III. FAULT-TOLERANT NUMERICAL PACKING IN GEMM

Packed processing has been proposed for the GEMM design
of Figure 1(a) in our previous work [14]. Since the proposed
method is built upon the concept of asymmetric packing [14],
this is briefly summarized here.

A. Review of Asymmetric Packing in Integer Subblock Matrix
Multiplication

In asymmetric packing for integer subblock multiplication
R =AB, only one input subblock is packed, i.e. either A or B
can be packed. This selection does not affect the performance
in the case of GEMM as both subblocks have been reordered
in block-major format. Assuming A is chosen, the packing
process creates block Â with L

2
× L coefficients given by

(∀m,n ∶ 0 ≤m,n < L, m̂ = ⌊m
2
⌋):

âm̂,n = a2m̂,n + za2m̂+1,n (3)

where z is the utilized packing coefficient. Under floating-
point representations: 0 < z < 1; the utilized value for z
depends on the maximum possible value of the matrix product,
as it will be elaborated in the following.

Notice that (3) operates along the columns of Â in order
to pack rows 2m̂ and 2m̂ + 1 together. This means that, in
order to use floating-point SIMD instructions for accelerated
computation of (3), we can group SIMDbits

brepr
consecutive elements

of each row and apply each MAC operation of (3) to them
with one SIMD instruction. Once (3) is completed, processing
occurs via R̂ = ÂB (∀m,n ∶ 0 ≤m,n < L, m̂ = ⌊m

2
⌋):

r̂m̂,n =
L−1

∑
j=0

âm̂,jbj,n (4)

=
L−1

∑
j=0

a2m̂,jbj,n + z
L−1

∑
j=0

a2m̂+1,jbj,n

The packed result of (4) contains the output of groups of
two rows packed together, indicated in the second row of
the equation. Importantly, if they do not overlap in the
packed representation and the numerical representation used
can accommodate both packed outputs, both rows can be
computed concurrently via (4). For the packed processing of
two inputs shown in (3) and (4), these conditions are met
when the packing coefficient satisfies: z−1 > max∀m,n ∣rm,n∣

and z−2 ≤ 2T , with T ∈ {24,53} for single-/double-precision
floating point2.

Any high-performance L
2
× L by L × L subblock code for

32/64-bit GEMM can be used for the computation of (4).
Following the completion of the processing, unpacking of
the results can be performed by the following process [14]
(∀m,n ∶ 0 ≤m,n < L, m̂ = ⌊m

2
⌋).

r̃2m̂,n = ⌈r̂m̂,n⌋ , (5)

r̃2m̂+1,n = ⌈z−1 (r̂m̂,n − r̃2m̂,n)⌋ (6)

2Intuitively, 2T can be seen as the maximum integer that can be stored
within single- and double-precision floating point without approximation error.
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We remark that rounding is intrinsically supported in mod-
ern SIMD architectures, e.g. see _mm256_round_pd()
within double-precision AVX instructions [13].

B. Proposed Fault-tolerant Packing

We utilize the asymmetric packing concept in order to
provide highly-reliable integer matrix products within a 64-
bit GEMM. The proposed resilient computation performs two
packings of matrix A into Âi and Âj and one packing of B
into B̂, as shown in Figure 2, with zi = z

−1 for floating point
representation. The figure (and our subsequent discussion in
this section) highlights only the first quadrant of results: a1b1,
a1b2, a2b1, a2b2, with a1, a2 the vectors of inputs of the first
two rows of A and b1, b2 the first two columns of B. The
process is identical for all other quadrants.

Each packing “stacks” two inputs together in a single
floating-point number and can be done during initial reading
and reordering of each subblock in GEMM. Two (L

2
×L) ×

(L × L
2
) matrix multiplications ensue, producing the outputs

a2b1, a1b2, a1b1, a2b2, as well as the “entangled” results
shown in Figure 2. Subsequently, unpacking occurs within
each element of R̂i and R̂j based on the process presented
below.

ã1b2 = ⌈zr̂i⌋ , (7)

ti = r̂i − z
−1ã1b2, ( ̃a1b1 + a2b2) = ⌈ti⌋ , (8)

ã2b1 = ⌈z−1 [ti − ( ̃a1b1 + a2b2)]⌋ (9)

If sufficient spacing is provisioned via the packing coefficient z
so that no overlapping (or “invasion”) of results occurs within
the numerical representation [14] [15], then the results are
guaranteed to be recoverable. In such a case, as illustrated
in Figure 2, we not only obtain the approximate results with
L2×(L

2
+ 7) MAC operations, but we can also validate them

by post-entangling, i.e. doing ã1b2 + ã2b1 and ã1b1 + ã2b2

and comparing these with the entangled results (L2 flops)
̃a1b2 + a2b1 and ̃a1b1 + a2b2, respectively. If differences are

detected, the higher level routine (top-level processing) can
be notified and a decision can be made by the application on
whether to re-compute the failed results or not.

C. Discussion

In summary, the presented method utilizes the notion of
packing to create two complementary and compacted input
descriptions for A (i.e. Âi and Âj) that are then used within
two independent GEMM calls (64-bit floating-point) with a
compacted description for B (i.e. B̂). This results in two
L
2
× L

2
independently-computable matrix products that contain

all necessary results, albeit in packed and entangled form.
These can be unpacked and the entangled parts can be matched
with the extracted outputs by post-entangling the latter. If
mismatches are detected this means a part of the matrix
product executed erroneously. We can thus make the following
observations:

● Two quarter-size GEMMs of double bitwidth are used
instead of one full-size GEMM for the matrix product;
thus, the storage requirements remain the same.

● While the proposed approach (approximately) halves the
overall MAC operations against the conventional ap-
proach, all operations are performed in 64-bit instead
of 32-bit representations. If 64-bit MAC operations have
double the cycle count in comparison to 32-bit MAC, the
overall execution time for the final results is expected to
remain comparable between the proposed approach and
the conventional, fault-intolerant, GEMM.

● The process of fault checking requires only L2 MAC
operations and is independent of the length of the inner-
product of the matrix multiplication. It is also performed
for each pair of output results.

The usage of 64-bit instead of 32-bit GEMM is mandated
for the proposed approach because of the requirement to
accommodate two packed results and the entangled results
within each output number without loss of precision under
the floating-point representation. Relating to this requirement,
if z3i ≤ 2W , then the unpacking process determines the correct
value of each output if no faults occurred. This condition
imposes that zi ≤ 217.66 for W = 53 in 64-bit floating-
point GEMM. Given that the sum of two outputs must be
accommodated for position z0, this allows for up to ±216.66

output dynamic range without any approximation. This means
that approximately 7.34 bits of dynamic range are sacrificed
in comparison to GEMM that allows for up to ±224 bits
for integers stored within the 32-bit floating point without
any approximation error, i.e. approximately 30.58% of the
bitwidth.

Since the proposed approach performs two independent
GEMMs, its fault detection probability approaches that of
dual modular redundancy. Specifically, the proposed method
will not be able to detect a fault in situations where an error
happened in such a way that: (i) both a1b2 and a2b1, or both
a1b1 and a2b2 are corrupted within one representation (r̂i
or r̂j) and (ii) their addition still agrees with the entangled
result extracted from the other GEMM (i.e. ̃a1b2 + a2b1 or

̃a1b1 + a2b2, respectively). We can establish the total number
of such cases as the number of distinct results produced by
the following operation (∀δ ∈ {±1, . . . , ⌈±2k⌋}):

a2b2 ← a2b2 + δ and a1b1 ← a1b1 − δ, (10)

where δ is the fault injected in a complementary manner within
a2b2 and a1b1 (similarly for a1b2 and a2b1) and k = 17.66
for floating-point representation. In all the cases of (10), the
outputs are erroneous − yet remain undetected. Given there are
2k such patterns out of the 264 possible ones, assuming that
all fault patterns are independent and equally likely to occur,
the probability of undetectable faults on any pair of 64-bit
GEMM calls is upper-bounded by 2k

264
= 2k−64 ≤ 5.7×10−14 for

k = 17.66. This demonstrates that at least 99.999999999994%
out of all possible faults on any single GEMM are guaranteed
to be detectable by the proposed approach (aka “12 nines”
reliability), i.e. less than 1 error in 1 trillion random errors
remains undetected.
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Figure 2. Proposed highly-reliable integer matrix multiply via numerical packing. The process is illustrated for an L×L subblock of the overall GEMM routine
of Figure 1(a). The approximate number of 32-bit and 64-bit multiply-accumulate (MAC) operations is indicated for each part. For illustration simplicity, only
the first two rows a1 and a2 of A and the first two columns b1 and b2 of B are shown, with zi = z−1 for floating-point representation.

The only remaining case not covered by this analysis is
the probability of undetectable faults occurring at coinciding
positions in both 64-bit GEMM calls. However, even in the
asymptotic case of this event happening with probability
that approaches unity, it is straightforward to show that the
probability of undetectable faults for this case is less than
10−25, which is negligible in comparison to the upper bound
of 5.7 × 10−14 established previously.

To put these reliability results into context, we also establish
the reliability of 32-bit DMR-based GEMM under independent
and equally-likely fault patterns. For this case, the probability
of undetectable faults at coinciding positions in both 32-bit
GEMM calls is p× 2−32, with p the probability of occurrence
of faults in coinciding positions in both GEMM calls. This
means that fault detection of 32-bit DMR-based GEMM is
expected to find (1 − p × 2−32) × 100% of all possible faults
(under fault patterns that are independent and equally likely
to occur), i.e. DMR-based GEMM achieves “(9 − ⌈log10 p⌋)
nines” reliability. For example, when p = 10−8, DMR-based
GEMM achieves “17 nines” reliability, i.e. only 1 error in 100
quadrillion random errors remains undetected. In conclusion,
while DMR-based GEMM remains superior under realistic
rates for coinciding faults in the two GEMM calls (p ≤ 10−8),
the proposed approach can also be considered a viable alter-
native for highly-reliable integer GEMM operations.

IV. EXPERIMENTAL RESULTS

We present results with an Intel i7-3632QM 2.2GHz proces-
sor (Ivy Bridge architecture with AVX support, Windows 8,
Microsoft Visual C++ 2010 Compiler with full optimization).
Both the conventional floating-point GEMM and the proposed
approach run in single-threaded mode and in highest priority.
The Intel MKL was used for all floating-point GEMM calls
(sGEMM and dGEMM for 64-bit). After experimenting with
various subblock sizes, we selected four subblock sizes as
representative cases. Given that we did not have access to
the Intel MKL source code, we opted for subblock sizes that
are multiples of the subblock size settings for sGEMM and
dGEMM within most open-source MKLs (e.g. ATLAS and
GOTO) and avoid the use of cleanup code for the borders.

The average execution time out of 3000 independent runs
(each using random inputs) is presented in Table I. To identify
the time performance of the components of the proposed
approach, three subcases are presented: (i) only the cost of
dGEMM calls (i.e. not the cost of packing, unpacking or
fault checking); (ii) everything except fault checking; (iii)
everything, including fault checking.

The results of Table I show that, against fault-intolerant
(conventional) GEMM design, the proposed approach incurs
execution time overhead between 12% and 19% when running
without fault checking and 13% and 23% when performing
fault checking. On average, 19% overhead is incurred in
floating-point GEMM for the proposed fault detection process.
Thus, the proposed approach incurs execution time penalty that
is comparable to ECC-based GEMM and is 80% less than that
of DMR-based GEMM.

In terms of fault detection, by injecting independent,
uniformly-distributed, bit-flips in all the outputs of one of
the two GEMM calls of the proposed approach, we verified
experimentally that less than 1 in 1 trillion random faults re-
mains undetectable by the proposed approach. On the contrary,
SECDED ECC can reliably detect only up to two faults within
the entire GEMM computation; beyond two faults, SECDED
ECC produces a number of false positives (i.e. GEMM result
positions indicated as errors when they are actually error-free).
Thus, for high error rates, SECDED ECC will incur substantial
overhead in GEMM computations due to recomputing results
that are deemed as erroneous when in fact they are not.
Overall, our analysis and experiments demonstrate that our
proposal offers very high reliability that resembles that of
modular redundancy schemes, while it comes with runtime
overhead that is similar to that of SECDED ECC methods in
GEMM.

V. CONCLUSIONS

We proposed a new class of methods for highly-reliable
matrix products. Our approach inserts redundancy within
the numerical representation of the inputs by exploiting the
concept of numerical packing. Analysis and validation of our
proposal using high-performance 32-bit/64-bit floating-point
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Component measured Fault-intolerant Proposed % of increase of SECDED ECC % of increase of DMR-based % of increase of
sGEMM execution time sGEMM [9] execution time sGEMM [10] execution time

subblock size: 144 × 144
GEMM calls only

178.33
161.02 -9.71 190.38 6.76 338.14 89.62

w/out fault checking 212.84 19.36 198.53 11.32 338.14 89.62
with fault checking 218.61 22.59 217.16 22.78 353.32 98.13

subblock size: 288 × 288
GEMM calls only

1208.33
1190.41 -1.48 1246.04 3.12 2437.83 101.75

w/out fault checking 1435.66 18.81 1282.04 6.1 2437.83 101.75
with fault checking 1458.29 20.69 1365.73 13.03 2499.53 106.86

subblock size: 384 × 384
GEMM calls only

2814.63
2839.79 0.89 2919.78 3.74 5748.36 104.23

w/out fault checking 3319.14 17.92 2992.33 6.31 5748.36 104.24
with fault checking 3362.74 19.47 3175.47 12.82 5859.57 108.18

subblock size: 576 × 576
GEMM calls only

9612.80
9544.50 -0.71 9954.78 3.56 19310.35 100.88

w/out fault checking 10727.84 11.60 10185.99 5.96 19310.35 100.88
with fault checking 10843.98 12.81 10839.23 12.76 19575.61 103.64

Table I
AVERAGE EXECUTION TIMES (IN MILLISECONDS) AND PERCENTILE COMPARISONS AGAINST THE FAULT-INTOLERANT (CONVENTIONAL) INTEL MKL

SGEMM FOR: THE PROPOSED APPROACH; SECDED ECC SGEMM; DMR-BASED SGEMM. OUR APPROACH IS USING INTEL MKL DGEMM FOR THE
TWO DOUBLE-PRECISION MATRIX PRODUCTS OF FIGURE 2. NEGATIVE PERCENTAGES INDICATE THAT THE PROPOSED APPROACH REQUIRES DECREASED

EXECUTION TIME.

Method SECDED ECC [8], [9] Dual Modular Fault-tolerant
Feature Redundancy [10] Numerical Packing

In-place storage No No Yes
Dynamic range loss 2 ∼ 8 bits 0 approximately 30.6% of bitwidth

due to fault tolerance (only for parity inputs) of 32-bit floating-point representation

Reliability of fault detection up to 2 faults within a GEMM “(9 − ⌈log10 p⌋) nines” reliability against “12 nines” reliability against arbitrary
call are reliably detected arbitrary faults on any GEMM call faults on any GEMM call

Execution time overhead
15% ∼ 100% 19%vs. fault-intolerant GEMM

Table II
SUMMARY OF FEATURES OF DIFFERENT METHODS FOR FAULT DETECTION IN INTEGER MATRIX PRODUCTS; p STANDS FOR THE PROBABILITY OF A

FAULT OCCURRING ON BOTH GEMM CALLS AND AT COINCIDING POSITIONS.

GEMM routines demonstrated that high reliability comes at
the cost of limited execution time overhead in comparison
to the state-of-the-art, fault-intolerant, GEMM. At the same
time, our approach remains comparable to ECC-based methods
and is more than 80% faster than dual modular redundancy
based GEMM. A summary of the features, requirements and
performance of the proposed method is given in Table II.
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