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Mitigation Of Fail-Stop Failures In Integer Matrix
Products Via Numerical Packing
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Abstract—The decreasing mean-time-to-failure estimates of
distributed computing systems indicate that high-performance
generic matrix multiply (GEMM) routines running on such
environments may need to mitigate an increasing number of
fail-stop failures. We propose a new roll-forward solution to
this problem that is based on the production of redundant
results within the numerical representation of the outputs via
the use of numerical packing. This differs from all existing roll-
forward solutions that require a separate set of checksum (or
duplicate) results. In particular, unlike all existing approaches,
the proposed approach does not require additional hardware
resources for failure mitigation. Instead, in our proposal the
required duplication is inserted in the input matrices them-
selves. The accommodation of the duplicated inputs imposes
30.6% or 37.5% reduction in the maximum output bitwidth
supported in comparison to integer matrix products performed
on 32-bit floating-point or integer representations, respectively.
Nevertheless, this bitwidth reduction is comparable to the one
imposed due to the checksum elements of traditional roll-forward
methods, especially for cases where multiple core failures must be
mitigated. Experiments performed on an Amazon EC2 instance
with 6 Intel Haswell cores dedicated to GEMM computations
show that, in comparison to the state-of-the-art failure-intolerant
integer GEMM realization, the proposed approach incurs only
5−19.4% drop in the achievable peak performance. This overhead
is significantly lower than the 33.3 − 37% overhead incurred by
the equivalent checksum-based method.

Index Terms—integer matrix products, sum-of-products, fail-
stop failures, distributed computing

I. I NTRODUCTION

D ISTRIBUTED computing clusters today provide for
significant parallelism possibilities at the cost of de-

creased mean-time-to-failure (MTTF) estimates in comparison
to single-core systems [1]. For example, high-performance
clusters can now be deployed using Amazon Elastic Compute
Cloud (EC2) spot instances with substantially-reduced billing
cost. However, Amazon reserves the right to terminate EC2
spot instances at any moment with little or no prior notice.
In addition, transient service interruptions may occur at un-
predictable intervals, since processor cores in spot instance
reservations may not be solely dedicated to the cluster under
consideration. Beyond such cluster-level threats, at the pro-
cessor core level, the increased integration density, process
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variations, hardware component reuse, and inadvertent circuit
overclocking or undervolting also contribute to increasingly-
lower MTTF estimates per core [2]. Therefore, applications
requiring data-intensive and high-throughput processing (e.g.,
webpage or multimedia retrieval [3], relevance ranking [4] and
object or face recognition in video [5]) on such clusters are
now prone tofail-stop failures, i.e., transient core failures,
occurring at increasing frequency. Within all these applica-
tions, the compute and memory-intensive parts comprise large
matrix products, which are typically performed with an integer
generic matrix multiply (GEMM) routine, or the single or
double-precision floating-point GEMM (sGEMM or dGEMM)
routines of a mathematics kernel library (MKL) [6]–[8]. Thus,
ensuring the robustness of GEMM to fail-stop failures is of
paramount importance for large-scale application deployment
in distributed computing platforms.

A. Summary of Prior Work

Fail-stop failures in parallel GEMM routines are currently
mitigated via roll-back or roll-forward methods. Roll-back
methods are based on periodic checkpointing and recompu-
tation if failures are detected. Roll-back techniques include
backward error recovery (BER), where system states are stored
periodically and computations are restarted from the last stored
state when a failure happens in the computing environment
[9]–[12]. Several BER studies show that, depending on the
desired level of resilience to core failures, substantial resources
may be spent on checkpointing and recomputation. This has
been identified as a major challenge for future exascale sys-
tems [1], [13], [14].

Roll-forward methods ensure result recovery from the func-
tioning processor coreswithout recomputation when fail-stop
failures occur in the system. Examples include: forward error
recovery (FER) methods that recover the lost data from pre-
established (and stored) input data checksum relationships
without repeating computations [15]–[18], algorithm based
fault tolerance (ABFT) [19] and modular redundancy [9],
[10]. Computations examined in such proposals include matrix
products [15], matrix factorization [20] and iterative solvers
[21]. The overarching concept of these methods is the pro-
duction of checksum rows and columns (or entire matrices) in
ways such that the performed computation can be applied on
the checksum elements alongside the input matrices. These
additional elements can then be used for FER by solving
a system of linear equations if core failures are detected.
Therefore, all FER approaches incur overhead due to the
storage and processing of the checksum matrices. Moreover,
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the requirement of additional cores for checksum processing
in FER decreases the achievable peak performance, as less
cores are dedicated to actual input-data computations. For fail-
stop resilience in routines like GEMM, roll-forward methods
are preferable to roll-back methods as they achieve higher
reliability and can immediately mitigate the effect of failures
without service interruption due to recomputations.

B. Contribution

The proposed method comprises a novel FER mechanism
for integer matrix products by creating redundant results
within the numerical representation of the output results. This
is achieved by packing pairs of inputs within one integer
or floating-point number1 while maintaining the number of
cores required for conventional matrix products. Unpacking
of the results ensues after all GEMM computations have been
completed to extract all outputs. Unlike our previous work
on packing for detection of silent data corruptions (SDCs) in
GEMM products [23], this paper focuses on failure recovery
in distributed systems assuming that the underlying parallel
programming environment (like FT-MPI [24] and Open MPI
[25]) detects such failures. However, if all output streams
are received correctly, our proposal can also be used for
the detection and correction of SDCs. Therefore, unlike our
previous work [23], our current proposal can operateboth
for SDC detection and correction as well as for fail-stop
failure mitigation. We focus on the latter in this paper. To
quantify the complexity of the proposed approach, we derive
its overhead in terms of arithmetic operations in comparison
to the equivalent checksum-based method. We also present
experimental results on a 16-core Intel Haswell processor that
demonstrate that the proposed method achieves substantially-
higher peak performance against the equivalent checksum-
based method, both under failure-free and failure-occurring
conditions. Finally, our analysis and results show that our
approach asymptotically converges to the percentile peak
performance of the conventional, failure-intolerant, approach
as the matrix product dimension grows.

C. Notations

Boldface uppercase and lowercase letters indicate matrices
and vectors, respectively. The corresponding italicized low-
ercase letters indicate their individual elements, e.g.w and
wl. Notation Acol indicates the submatrix ofA constructed
by retaining the col subset of columns ofA, with {col} ∈
{even,odd,all}; e.g.,Aevenis the submatrix comprising all rows
and all even-numbered columns ofA, with row and column
enumeration starting from zero. Operators:⌈a⌋ roundsa to the
nearest integer and⌊a⌋ is the largest integer that is smaller or
equal toa (floor operation). Finally,Â and Ã indicate the
packed and extracted values of matrixA, respectively.

1Even though the usage of floating-point routines for integer matrix
products may seem counter-intuitive, it is in fact commonplace today since all
processors and GPUs have native support for floating point [22]. This fact, in
conjunction with the fact that floating-point representations do not suffer from
the overflow problems of integer representations, has led to all MKLs today
offering support only for 32/64-bit floating-point GEMM (sGEMM/dGEMM)
rather than 32/64-bit integer GEMM [6], [7]

II. CHECKSUM-BASED GEMM FOR FAIL -STOP FAILURES

ConsiderL concurrent matrix products carried out onL
cores of a multicore system. Each product multipliesM ×N
matrix Al (0 ≤ l < L) with an N × K matrix (also called
processing kernel)B to produceL output matricesRl. This is
often the case for example in a covariance-matrix calculations
and image projections of groups of images (e.g., within a
2D-PCA face recognition system [5], [26]) or within high-
volume multimedia processing applications running on dis-
tributed computing clusters [27]. A fail-stop failure is declared
when one of theL cores does not return its results within a
predetermined deadline.

To recover from such failures, checksum-based methods
produce a number of checksum matrices,Ac. This number
depends on the number of core failures that should be tolerated
in the parallel GEMM execution. The simplest checksum
matrix, Ac0 is defined by:

Ac0 =
L−1

∑
i=0

Ai (1)

and the system performsRc0 = Ac0B and uses the checksum
matrix Rc0 to recover from any single fail-stop failure. This
assumes that an additional core is available for computing
Rc0. Additional checksums may be added to mitigate more
failures by using different checksum relationships, as shown
by Stefanidis and Luk [28], [29]. Thus, to recover fromF
fail-stop failures, weighted checksum matrices are generated
using weight vectors,wf = [wf,0 ⋯ wf,L−1], 0 ≤ f < F :

Acf =
L−1

∑
l=0

wf,lAl. (2)

Thus, in other to tolerateF failures in a parallel computing
environment,F cores are set aside to compute the checksum
matricesRcf = AcfB, 0 ≤ f < F .

III. B RIEF REVIEW OF PACKING FOR INTEGERMATRIX

MULTIPLICATION

The concept of numerical packing was originally proposed
for throughput scaling in signal processing applications [26],
[30], [31] and soft-error tolerance in matrix products for fail-
continue systems (silent data corruption) [23]. Packed process-
ing stacks multiple small dynamic-range inputs in a standard
32-bit or 64-bit representation using a packing factor,z to
avoid overflow (or “invading”) and performs computation on
these inputs simultaneously. Packing can be symmetric, where
both matrix inputs are packed, or asymmetric, where one of
the input matrices only is packed [26]. A simple illustration of
asymmetric packed processing for outer product computation
of two vectors is shown in Figure1. In the figure, conventional
processing performs a2×1-by-1×2 outer product computation
while in the packed domain, a2 × 1-by-1 × 1 computation
ensues following the packing ofb to b̂ with z = 10−4. In the
packed computation, overall number of computations required
for GEMM is reduced by approximately50% in comparison
to the conventional computation at the cost of higher bitwidth
for the utilized arithmetic units.
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Figure 1. (a)–(c) Conventional integer subblock multiplication for the case of a2 × 1-by-1 × 2 vector product. (d)–(g) Packing for the same product via a
floating-point representation with packing coefficientz = 10−4.

More generally, for acceleration of integer matrix product
R = AB of two M ×M matricesA and B via asymmetric
packing algorithm, the packing process creates blockB̂ with
M × M

2
coefficients given by:

B̂ = Beven+ zBodd (3)

If integer numerical representation is used, thenz = 2k, k ∈ N⋆.
Under floating-point representations the value ofz is chosen
such thatz ∈ (0,1). The utilized values fork andz depend on
the maximum possible value of the matrix product, as it will
be elaborated in the following. To ensure accurate recovery
of results after computation, the following conditions must be
met [23], [26], [30], [31]:

● For 32/64-bit integer representation:z > 2×max ∣R∣⇐⇒
k > log2 (max ∣R∣) + 1 andz2 ≤ 2W , with W ∈ {32,64}.

● For single-/double-precision floating point representa-
tions: z−1 > 2 × max ∣R∣ and z−2 ≤ 2W , with2 W ∈
{24,53}.

IV. PROPOSEDAPPROACH

Let us considerL matricesA0,⋯,AL−1 (L ≥ 3) of M ×N
dimensions that must be multiplied with anN × K kernel
matrix B, with each matrix product performed on a different
core in a distributed computing environment. We shall present
an approach that can recover allL matrix product results
even if any single core fails or any consecutiveF = ⌊L

3
⌋

cores fail,withoutrequiring additional checksum matrices. The
significance of the recovery fromF consecutive failures is
high as this is equivalent to the failure of an entire processing
board housing multiple cores.

The first step of the proposed approach packs pairs of theL
input matrices, thereby generatingL “packed” input matrices

2Intuitively, 2W can be seen as the maximum integer that can be stored
within single- and double-precision floating-point representations without
approximation error. Thus,2W is upper bounded by the inverse of the machine
epsilon in the IEEE 754 floating-point standard.

Â0,⋯, ÂL−1 given by:

Â0 = A0 + zAF

Â1 = A1 + zAF+1

⋮
ÂL−F = AL−F + zA0

⋮
ÂL−1 = AL−1 + zAF−1

(4)

For example, forL = 3, we haveF = 1 and

Â0 = A0 + zA1

Â1 = A1 + zA2

Â2 = A2 + zA0

(5)

Packing of the kernel matrixB is also performed. This packing
produces theN × K

2
matrix3 B̂ by:

B̂ = Beven+ ziBodd (6)

with zi = z if integer representation is utilized andzi = z−1 if
floating-point representation is utilized for the implementation.
Given that the packing factorsz and zi in (4),5 and (6) will
increase the dynamic range of allÂl andB̂, we utilize 64-bit
representations for̂Al and B̂.

A. Packed GEMM computations

All M × N -by-N × K
2

matrix products can be computed
concurrently onL processors via the use ofL 64-bit GEMM
calls (e.g., OpenMP framework with MKL dGEMM), thereby
producing all required results, as well as a number of “dupli-
cate” results within the numerical representation of the packed
outputs. Figure2(a)–(d) illustrates an example forL = 3
elementary1 × 1-by-1 × 2 matrix products after packing has
been carried out via (2). TheM × K

2
output matricesR0, R1

3For simplicity of exposition, we assume thatK is even.
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andR2 can be expressed mathematically by:

R̂0 = Â0B̂

=A0Beven+ zA1Beven+ ziA0Bodd+ zizA1Bodd

= R̃0,even+ zR̃1,even+ ziR̃0,odd+ zizR̃1,odd

(7)

R̂1 = Â1B̂

=A1Beven+ zA2Beven+ ziA1Bodd+ zizA2Bodd

= R̃1,even+ zR̃2,even+ ziR̃1,odd+ zizR̃2,odd

(8)

R̂2 = Â2B̂

=A2Beven+ zA0Beven+ ziA2Bodd+ zizA0Bodd

= R̃2,even+ zR̃0,even+ ziR̃2,odd+ zizR̃2,odd

(9)

B. Unpacking of the Results

Our key insight is thatout of the L packed matrices
R̂0, . . . , R̂L−1, G = L − F matrices suffice for the recovery
of all L outputs. For example, forL = 3 andF = 1, any two
matrices out ofR̂0, R̂1 andR̂2 can produce all outputs,̃R0,
R̃1 andR̃2 as illustrated in Figure2. For instance, assuming
R̂0 and R̂1 are used for the recovery of̂R0, R̂1 and R̂2,
the required steps (under the utilization of a floating point
representation) are given by4:

R̃0,odd = ⌈zR̂0⌋ , (10)

T0 = R̂0 − z−1R̃0,odd, (11)

R̃1,even= ⌈z
−1 (T0 − ⌈T0⌋)⌋ (12)

R̃1,odd = ⌈zR̂1⌋ , (13)

T1 = R̂1 − z−1R̃1,odd, (14)

R̃2,even= ⌈z
−1 (T1 − ⌈T1⌋)⌋ (15)

R̃0,even= ⌈T0⌋ − R̃1,odd (16)

R̃2,odd = ⌈T1⌋ − R̃1,even (17)

The low-cost arithmetic computations of (10)–(17) produce
all required outputs of the GEMM products for all cores.
In more detail, following the multiplication and rounding
operation of (10) for the unpacking of odd columns of̃R0,
the obtained results are subsequently used in (11) and (12) for
the unpacking of the even columns of̃R1. Importantly, the
shuffling and permutation operations required for generating
the entire output results from the even- and odd- column sub-
matrix outputs of (10)–(17) are intrinsically supported in mod-
ern SIMD architectures, e.g. see_mm256_permute2f128_pd

and_mm256_permute2f128_pd [32].
If: (i) sufficient spacing is provisioned via the packing

coefficientz so that no overlapping (or “invasion”) of results
occurs within the numerical representation [26] [31], and (ii)

4See SectionI-C for notation definitions.

all three packed results fit within the 64-bit integer represen-
tation or the 53 bits of error-free representation available in
double-precision floating-point, then the results are guaranteed
to be recoverable via (10)–(17). This is directly extendable
to L input matrices and unpacking follows the pattern of
packing presented in (4). Packing and unpacking under the
utilization of a 64-bit integer representation can also be carried
out following a similar extraction process as for (10)–(17), but
it is omitted for brevity of exposition.

C. Discussion

In summary, the presented method utilizes the notion of
packing to createL cyclically-duplicated/double-bitwidth in-
put descriptions for inputsA0,⋯,AL−1 (i.e., Â0,⋯, ÂL−1)
that are then used withinL independent 64-bitM × K-by-
K × N

2
GEMMs with the compacted description forB (i.e.,

B̂). The results can be recovered fromL−⌊L
3
⌋ GEMM outputs

via the simple unpacking process of (10)–(17), which only
depend on the number of outputs and not on the complexity
of the matrix inner-product dimension.

While the proposed approach (approximately) halves the
overall multiply-accumulate (MAC) operations against the
conventional approach, all operations are performed in 64-
bit instead of 32-bit representations. If 64-bit MAC operations
require twice the cycles of 32-bit MACs, the overall execution
time for the packed GEMMs is expected to remain comparable
to the conventional, failure-intolerant, 32-bit GEMMs. More-
over, if

z3
i ≤ 2W , (18)

(W ∈ {53,64} for floating point and integer representations
respectively), then the unpacking process determines the cor-
rect value of each output. Following the analysis in our
previous work [23] that proposed a packing scheme for soft-
error tolerance that also led to the condition of (18), for 64-
bit integer representations, (18) allows for up to±219 output
dynamic range without any approximation. This means that
12 bits of dynamic range are sacrificed in comparison to the
32-bit integer representation, i.e.,37.5% of the bitwidth is
sacrificed. Similarly, for 64-bit floating-point representations,
(18) allows for up to±216.66 output dynamic range without
any approximation. This means that approximately 7.34 bits of
dynamic range are sacrificed in comparison to a 32-bit floating
point representation (which allows for up to±224 without
any approximation error), i.e., approximately30.58% of the
bitwidth is sacrificed.

Beyond failure recovery in the event of fail-stop failures,
our method can also detect and correct SDCs and transient
faults when all output results are obtained. However, we leave
the detailed exploration of these topics to future work.

D. Computational Complexity

We quantify the arithmetic operations required by the pro-
posed method in comparison to the conventional, checksum-
based, fail-stop mitigation approach based on (2). Both our
proposal and the checksum-based approach can mitigate up



5

Figure 2. Illustration of failure-mitigating integer matrix product for the elementary case of three1×1-by-1×2 matrix products in a floating-point representation
with packing coefficientz = 10−4. Assuming that the core that computesr̂2 failed, the results of the other two cores (r̂0 and r̂1) are used to produce all
three outputs̃r0, r̃1 and r̃2 after unpacking.

to F = ⌊L
3
⌋ failures without requiring recomputation (roll-

back). In order to compare our results to a unique reference,
we assume that each 64-bit arithmetic operation (addition or
multiplication) performed by our approach corresponds to the
cycle cost of two 32-bit arithmetic operations. This is true
for AVX2-based realizations, since 64-bit instructions require
approximately twice the cycle counts of their 32-bit equivalent
instructions.

Proposition 1. In the absence of failures duringL concurrent
N ×N -by-N ×N matrix products, the number of arithmetic
operations required by the proposed approach is:

2NF + 2FL + 7F − 14L − 2
2NL + 12L − 9F + 2

× 100% (19)

less than the conventional checksum-based roll-forward
method.

Proof: In the proposed approach, the packing of the
L+1 input matricesA0, . . . ,AL−1 andB requiresN2 (2L + 1)
arithmetic operations [see (3) and (6)] and the packed matrix
products requireL

2
(2N3 −N2) operations. In terms of recov-

ery, it can be shown via the analysis of SectionIV-B that
9
2
N2 (L − F ) operations are required to extract all outputs

from the L − F matrices. Given that the proposed method
requires double the bitwidth of the conventional failure-
intolerant GEMM for its computation, the cycles count of these
computations will also be doubled. Therefore, by doubling the
sum of all arithmetic operations, the arithmetic operations of
the proposed approach are:

Cx{proposed} = N2 (2NL + 12L − 9F + 2) . (20)

The first checksum matrix of the checksum-based method
requiresN2 (L − 1) additions for its generation. Subsequent
weighted checksum matrices requireN2 (2L − 1) addition
and multiplication operations each. Overall, the preprocess-
ing for the checksum-based roll-forward failure-mitigation

method requiresN2 (2FL − F −L) arithmetic operations.
Subsequently,L+F GEMMs are computed, which correspond
to (2N3 −N2) (L + F ) operations. Post-processing is not
required for the checksum-based method when no failures
are encountered or when the failed cores are solely the cores
holding the checksum matrices. In such cases, the arithmetic
operations performed by the checksum-based method are:

Cx{no checksum failures} = 2N2 (FL +NF − F +NL −L) .
(21)

Combining (20) and (21) to calculate the percentile reduction
in the arithmetic operations stemming from the proposed
approach, we reach (19).

For example, forN = 576, L = 6 and F = ⌊L
3
⌋ = 2, (1)

shows that our approach is32.3% more efficient than the
conventional checksum-based approach.

Proposition 2. WhenF core failures occur duringL concur-
rentN×N -by-N×N matrix products, the number of arithmetic
operations required by numerical packing is up to:

2NF + 4FL + 7F − 15L − 2
2NL + 12L − 9F + 2

⋅ 100% (22)

less than the conventional checksum-based roll-forward
method.

Proof: The proposed approach requires the operations
given by (20) regardless of whether core failures occured
or not. However, under the occurrence ofF failures, the
checksum-based method must solve a system of linear equa-
tions to recover the lost data. Assuming the failed cores
correspond to the cores computing the actual data outputs
and not the checksum outputs, it can be shown thatL − F +
(F − 1) (2L − 2F ) operations are required before solving the
system of equations. Given that the inverse of the checksum
matrix is knowna-priori, 2F 2 − F arithmetic operations are
required to invert the resulting system. Therefore, the overall
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number of arithmetic operations of the checksum-based roll-
forward method whenF core failures are encountered is:

Cx{F checksum failures} = N2(4FL+2NF−4F+2NL−3L).
(23)

Combining (20) and (23) to calculate the percentile reduction
in the arithmetic operations stemming from the proposed
approach, we reach (22).

For example, forN = 576, L = 6 and F = ⌊L
3
⌋ = 2, (1)

shows that numerical packing is32.6% more efficient than
the checksum-based method. We note, however, that this is the
worst case scenario for the checksum-based method as some of
the failed cores could be cores computing a checksum result,
thus requiring no recovery.

Table I
GIGA-OPERATIONS PER OUTPUT WHEN TOLERATINGF = 2 FAILURES IN

AN L = 6 CORE COMPUTING PLATFORM.

Method
Number ofoperations

per output (×109)
N = 288 N = 1152 N = 4608

Failure-intolerant 0.0476 3.0563 195.6682
Proposed 0.0485 3.0700 195.8876

Checksum-based 0.0957 6.1179 391.4213

Table I presents examples of the arithmetic complexity per
output derived from the calculations of Proposition 1. We
focus on the fail-free case as our approach performs even
better in comparison to the checksum-based method under
the occurrence of failures. The results of TableI show that,
although the proposed approach requires arithmetic operations
for packing and unpacking, the production ofL matrices using
L cores makes it comparable to the conventional, failure-
intolerant GEMM. On the other hand, the checksum-based
method produces onlyL − F matrices via theL utilized
cores, thereby leading to substantially-increased operations-
per-output in comparison to both the failure-intolerant GEMM
and the proposed approach.

V. EXPERIMENTAL RESULTS

We present preliminary results using 6 cores of a 16-
core Intel Xeon E5-2666v3 2.9GHz instance of Amazon EC2
for GEMM computations (Windows Server 2012, Microsoft
Visual C++ 2012 Compiler with full optimization, reserved in-
stance type). All packing, unpacking and checksum generation
make use of the parallel computing capability of the distributed
computing environment via the OpenMP framework, as well
as the increased optimization level offered by AVX2 SIMD
instructions. We utilize the Intel MKL sGEMM and dGEMM
routines for all methods, andL = 6 parallel calls are scheduled
on L cores via OpenMP. Similar to previous work [28], [33],
we chose the following1 × L checksum vectors,wF , for
checksum matrix generation (F = 2):

w0 = [1 1 ⋯ 1]

w1 = [1 2 ⋯ L]
(24)

Table II presents the average execution time out of 3000
independent runs (each using random inputs) for all methods
whenL = 6. By comparing TablesI and II , it is evident that

Table II
AVERAGE EXECUTION TIME RESULTS(IN MICROSECONDS PER OUTPUT)

WHEN TOLERATING F = 2 FAILURES AND L = 6. EXECUTION TIME

INCLUDES ALL PRE- AND POST- PROCESSING.

Method N = 288 N = 1152 N = 4608
Failure-intolerant 105.295 6015.160 357870.444

Proposed 138.280 6846.533 377180.845
Checksum-based 192.961 9547.053 576557.824

Figure 3. Peak performance achieved by each method in the utilized
distributed computing environment forL = 6 andF = 2.

our results follow the theoretical analysis of SectionIV-D, with
the proposed approach offering comparable execution time to
the conventional approach as the matrix product dimension
increases. Figure3 presents the experimental peak perfor-
mance5 achieved by each approach including all pre- and post-
processing. Since the proposed approach and the checksum-
based method require additional operations for failure mitiga-
tion, reduced peak performance is expected in comparison to
the failure-intolerant approach.

Our results show that the conventional (failure-intolerant)
GEMM achieves81.35% ∼ 98.2% of peak performance
while the proposed method for fail-stop failure mitigation
corresponds to61.94% ∼ 93.17% of peak performance. On
the other hand, checksum-based fail-stop failure mitigation
achieves only44.39% ∼ 64.89% of peak performance. Overall,
our theoretical analysis and experimental results demonstrate
that our proposal offers the same reliability to core failures
as conventional checksum-based methods albeit with peak
performance that approaches that of the conventional failure-
intolerant approach.

VI. CONCLUSIONS

We proposed a novel method for integer matrix product
resiliency to fail-stop failures occurring in distributed com-
puting platforms. Our approach inserts redundancy within

5Each of the utilized Intel Xeon E5-2666v3 cores achievesV = 92.8
GFlop/s (2.9 GHz by 32 floating-point operations under AVX2 instruc-
tions). The peak performance achieved by each method is calculated by
U(2N3−N2)

tV L
× 100%, whereU is the number of matrices of output results

(thereforeU = L for the conventional and proposed methods andU = L−F
for the checksum-based approach) andt is the total execution time (in seconds)
for each case on allL cores.
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the numerical representation of the inputs by exploiting the
concept of numerical packing. Given that our approach does
not require redundant GEMM computations for mitigating
core failures, it is shown theoretically and experimentally
that the proposed method incurs significantly-less overhead
in comparison to well-established checksum-based methods,
and thereby achieves peak performance results that approach
the conventional failure-intolerant computation as the matrix-
product dimensions increase. Future work will validate the
proposed approach on larger deployments, as well as a variety
of configurations, in order to extend the approach towards large
cluster-based computing for integer data processing.
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